
Improving Diagnosis in Medicine with Apple’s Core ML
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Problem
Patients see their primary care provider more often than they see a dermatologist 
for skin conditions. According to a 2001 article in the Journal of the American 
Academy of Dermatology, nearly 40% of primary care visits involve skin 
complaints. Unfortunately, general practitioners only receive on average 21 hours 
of dermatology training during their entire medical school experience. It is not 
surprising then that primary care providers frequently struggle to recognize skin 
disorders in their patients, including how to describe the lesion type. This leads  
to wrong treatments, unnecessary tests, and wasted resources. There will never  
be enough dermatologists to handle the caseload of skin complaints. Clinicians 
need tools to help them accurately identify lesions to diagnose their patients’  
skin conditions.

“Most people will experience at least one  
diagnostic error in their lifetime, sometimes  
with devastating consequences.” 
That was the finding from the Institute of Medicine, now known as the National 
Academy of Science, in a groundbreaking report in 2015. The study found that 
there are an estimated 18 million diagnostic errors a year. The consequences include 
patients undergoing unnecessary tests and procedures; receiving ineffective and 
sometimes detrimental treatments; being denied emergent care (sent home with a 
life-threatening condition when they should have been hospitalized) or, conversely, 
admitted unnecessarily (thus exposing them to hospital-acquired infections); and 
suffering increased morbidity and even death. In monetary terms, these diagnostic 
errors are estimated to cost over $500 billion a year.  

VisualDx has been researching how to leverage our comprehensive image library 
of skin conditions and machine learning to help improve diagnostic accuracy. 
Our mission is not to replace a doctor’s medical knowledge, but to enhance and 
augment it.

Solution
VisualDx Plus DermExpert (our Core ML product)



VisualDx Plus DermExpert – the Core ML 
Development Story 
For over a year, VisualDx has been developing research models using Caffe 
and Keras. Actually implementing the models into a product, however, has 
presented some unique challenges.

• The first challenge is privacy. Many patients are embarrassed to go to the 
doctor when they have a skin lesion, and having the doctor take photos of 
them to be transmitted for analysis only exacerbates the embarrassment. 
Additionally, there are government regulations (HIPAA, Title II) that 
must be followed to protect the privacy and security of patient health 
information, including patient images.   

• The second challenge is scale. Given the popularity of VisualDx, we 
would require a large number of servers with specialized hardware (read: 
expensive) to handle the demands of processing all of the patient images.

• The third challenge is production worthiness. Tools like Caffe and Keras are 
great for research, but they lack the stability required for a high-volume 
production environment.

The clear solution to all of these problems would be to run the machine 
learning inside of users’ existing iPhones and iPads. However, at the beginning 
of the year, our options looked bleak.  

We first looked into our own implementation of the machine learning using 
currently available frameworks like Accelerate. We also looked into some 
newer toolkits that were arriving on the scene, like Caffe2. Every option we 
considered would have required users to wait longer than we wanted for the 
results. Moreover, we would need 6-12 months to get the application off the 
ground.

That all changed when Core ML was announced at Apple WWDC. We 
immediately realized that Core ML could be the solution we had been looking 
for all along – a solution we did not even know existed the day before! Our 
first question was whether it would work as well as advertised. We began 
investigating the next day, since we had to wait for all the new tools to 
download. The short answer is an unequivocal yes.

From the start, Core ML impressed. The first major advantage was that it 
provided a simple and direct way for us to move our research models into our 
iOS application. What had been estimated at 3-6 months was done in a matter 
of hours. This is great for getting started quickly, but equally good for making 
it easy for us to update the application with our latest research. Within a week, 
we were able to run our Core ML model against all of our images to verify 
that the conversion was both fast and accurate. The Core ML model produced 
nearly identical classifications to our research models.

The second major advantage was the speed. Our previous attempt at 
running image recognition on the device took between 2 and 4 seconds to 
complete. The first time we ran our Core ML-based recognition on the iPhone, 
we saw processing times between 100 and 300 milliseconds. We expected 
improvement from our previous implementation, but we were astounded by 
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VisualDx Plus DermExpert – Ingredients for Success
Improved Diagnostic Accuracy. VisualDx Plus DermExpert (our Core ML product) augments the intelligence of health 
care professionals using Core ML processing. It gives primary care clinicians confidence in understanding lesion type to 
move toward a more accurate diagnosis. This improves patient care and helps reduce health care costs.

HIPAA Compliant. The Core ML framework ensures the privacy of the patient. Because the machine learning is 
computed through the personal smartphone device and not through the business’ own server, the process remains 
HIPAA compliant; patients and clinicians can feel comfortable that their information is not being stored and used 
without their permission.

Speed to Answer. Results from Core ML are instantaneous, providing the clinician speed and efficiency to deliver the 
best care. The VisualDx server is not tasked to handle the volume of images and inquiries.

Standardized Images. VisualDx Plus DermExpert provides a standardized process to take images for review and 
analysis. This will improve research and create a model of learning in this field.

Company Background
VisualDx is an award-winning diagnostic clinical decision support system that has become the standard electronic 
resource at medical schools and in hospital and clinic settings. 

Launched in 2001, VisualDx is now trusted and used in more than 1,700 hospitals, clinics, and medical schools 
worldwide. Key clients include the entire VA health system, Mayo Clinic, Harvard Medical School, University of 
Pennsylvania, University of Washington, The Little Clinic, and international sites including the University of Hong Kong.

Awards include 5-time Best in KLAS Category Leader and Top App at University of Pennsylvania and Harvard.
VisualDx combines clinical search with a database of more than 41,000 of the best medical images in the world, plus 
medical knowledge from experts, to help with diagnosis, treatment, self-education, and patient communication. 

VisualDx is a clinical product for health care professionals to improve diagnostic accuracy. At the same time, the 
company is also invested in consumer health. Skinsight.com currently provides quality and trusted skin health 
information to consumers via the web. 

Coming soon is Aysa (www.askaysa.com), an app that utilizes machine learning technology to assist with personal rash 
recognition and understanding. 

the magnitude of the improvement with Core ML. We knew then that we could make a viable product with our image 
recognition running on the device.

Finally, through the course of the beta period we saw how committed Apple was to improving Core ML. Our first 
models did not fully work with the conversion and had to be modified so we could perform some statistics in our own 
code. The early tests were also much slower. Yet, with each beta release, it improved. With the second beta release, 
our model was fully supported so that we did not have to run our own statistics. With the third release, our processing 
times showed significant improvement without a loss in accuracy. By the fourth release, the Vision framework began 
supporting multi-label outputs, allowing us to remove even more glue code. 

All of this has given us confidence that we can continue using Core ML, the Vision framework, and eventually ARKit to 
bring our latest research and new features to our application quickly while ensuring we maintain our vision of improving 
diagnostic accuracy and promoting trust between doctors and their patients.
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